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Abstract—Semi-supervised semantic segmentation aims to learn a semantic segmentation model via limited labeled images and
adequate unlabeled images. The key to this task is generating reliable pseudo labels for unlabeled images. Existing methods mainly
focus on producing reliable pseudo labels based on the confidence scores of unlabeled images while largely ignoring the use of
labeled images with accurate annotations. In this paper, we propose a Cross-Image Semantic Consistency guided Rectifying (CISC-R)
approach for semi-supervised semantic segmentation, which explicitly leverages the labeled images to rectify the generated pseudo
labels. Our CISC-R is inspired by the fact that images belonging to the same class have a high pixel-level correspondence. Specifically,
given an unlabeled image and its initial pseudo labels, we first query a guiding labeled image that shares the same semantic
information with the unlabeled image. Then, we estimate the pixel-level similarity between the unlabeled image and the queried labeled
image to form a CISC map, which guides us to achieve a reliable pixel-level rectification for the pseudo labels. Extensive experiments
on the PASCAL VOC 2012, Cityscapes, and COCO datasets demonstrate that the proposed CISC-R can significantly improve the
quality of the pseudo labels and outperform the state-of-the-art methods. Code is available at https://github.com/Luffy03/CISC-R.
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1 INTRODUCTION

S EMANTIC segmentation aims to assign the correspond-
ing pixel-wise semantic label for a given image, which

is an inevitable computer vision task in various applications
(e.g., autonomous driving). Recent deep learning based se-
mantic segmentation methods [1], [2], [3] trained on large
amounts of data with accurate pixel-wise annotations have
demonstrated outstanding achievements. However, the cost
of collecting such dense annotations always involves cum-
bersome manual efforts, which heavily limits the devel-
opment of semantic segmentation methods. Although the
annotation is difficult to obtain, a huge amount of unla-
beled images are quite accessible. Therefore, to address the
problem of absent manual annotations, many attempts [4],
[5], [6] have been made toward semi-supervised semantic
segmentation, which leverages only a few labeled data and
numerous unlabeled data to train a semantic segmentation
model.

Early semi-supervised semantic segmentation methods
can be roughly divided into three categories, i.e., label
propagation [7], [8], [9], knowledge distilling [10], [11], and
adversarial learning [4], [12], [13]. Although these methods
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Fig. 1. Observation of the cross-image semantic consistency and se-
mantic discrepancy. We present the pixel-wise correspondence between
the unlabeled and labeled images. Specifically, we first pool the features
of a class (horse in this case) in the labeled image to be a vector, then
we calculate the pixel-wise similarity between the obtained vector and
an unlabeled image to generate the correspondence map. (a) Horses
from different images share similar features, where the corresponding
regions are highlighted. (b) Horse, bird, sheep, and cow contain different
components with diverse characteristics, where the heatmaps yield no
correspondence.

have achieved promising results, they do not effectively
explore the information of large amounts of unlabeled data.
Since existing semantic segmentation methods based on
deep neural networks heavily rely on large amounts of data
for training, the performance will be limited without the
effective usage of numerous unlabeled images. Thus, it is
crucial to make sufficient use of adequate unlabeled images
to improve the performance of semi-supervised semantic
segmentation.

Recently, to better explore the information from unla-
beled images, most state-of-the-art semi-supervised seman-
tic segmentation methods are based on the self-training (ST)
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2

strategy [5], [14], [15]. ST first trains an initial segmentation
model with limited labeled images and then assigns coarse
pseudo labels to all unlabeled images for re-training. How-
ever, pseudo labels always encompass a lot of noise, which
significantly limits the learning of unlabeled images. To alle-
viate the impact of noisy pseudo labels, a lot of pseudo-label
selecting approaches have been developed. Works in [6],
[16], [17] proposed to filter out the incorrect pseudo labels
based on their confidence scores, where the high-confident
pseudo labels are selected and the low-confident ones are
discarded. In general, the key to these pseudo-label selecting
methods is to set proper thresholds based on confidence
scores. Some methods [18], [19] further proposed to split
high-confident and low-confident pseudo labels for stage-
wise re-training, which prioritizes high-confident samples
to generate better pseudo labels. However, these confidence
scores are not reliable enough to be associated with the
accuracy of pseudo labels for unlabeled images. First, with
extremely imbalanced class distributions, high-confident
pseudo labels are always biased toward the classes with
major distributions. Second, the discrepancy between easy
and hard samples also makes it difficult to find the best
thresholds for selecting high-confident pseudo labels. Thus,
there is no guarantee that accurate pseudo labels can be
effectively selected without any reliable information from
unlabeled images.

To address the issue of unreliable pseudo label gen-
eration, we propose to utilize the reliable labeled images
to rectify pseudo labels. Based on the motivation above,
we leverage the obvious yet valuable cross-image semantic
consistency to bridge the information between the labeled
and unlabeled image (Fig. 1). In other words, features repre-
sented from different images, i.e., labeled images and unla-
beled images, should be consistent with the same class and
be different with other classes, which we call as intra-class
semantic consistency and inter-class semantic discrepancy,
respectively. With the strong ability of feature representation
in deep neural networks, this cross-image semantic con-
sistency can be effectively represented. Thus, the semantic
consistency captured from different images potentially leads
to a new way to rectify unreliable predictions of unlabeled
images, which will be explored in this study.

In this paper, we proposed to query reliable labeled
images to guide the learning of unlabeled images. As shown
in Fig. 2, the main idea is that with unreliable and am-
biguous predictions for unlabeled images, a natural way
to rectify them is to infer from the reliable and accurate
information of labeled images. For this purpose, we propose
to explore the semantic relationships (intra-class consistency
and inter-class discrepancy) between labeled images and
unlabeled images to rectify the generated pseudo labels of
unlabeled images. Specifically, we propose a cross-image
semantic consistency guided rectifying (CISC-R) approach
for semi-supervised semantic segmentation. First, guided
by the initial pseudo labels of the input unlabeled image,
we query an appropriate labeled image that shares the same
category with the unlabeled image, i.e., given an unlabeled
image with horse then we also query a labeled image with
horse. Specifically, we designed a CISC-based image selec-
tion method to select the most appropriate labeled images
for querying. Then, we estimate the pixel-level similarity

Fig. 2. The main idea of the proposed CISC-R. Samples in the blue
dashed box represent unlabeled images and corresponding pseudo
labels. Samples in the orange solid box represent labeled images and
corresponding labels for querying.

between the unlabeled image and the queried labeled image
to form a CISC map, which guides us to achieve a reliable
pixel-level rectification for the pseudo labels. Finally, we
further employ this CISC-based image selecting method
to split reliable and unreliable unlabeled images for stage-
wise re-training. This training procedure enables an image-
level reliable pseudo-label selection, which leverages the
unlabeled images more progressively by prioritizing reliable
unlabeled images.

The remainder of this paper is organized as follows:
Section 2 reviews the related works; Section 3 provides the
details of our proposed method; Section 4 conducts exper-
iments to verify the effectiveness of the proposed method
and compares its performance with that of the state-of-the-
art methods. Finally, we present the conclusions of the paper
in Section 5.

2 RELATED WORK

2.1 Semi-Supervised Learning

Semi-Supervised Learning (SSL) aims to achieve perfor-
mance close to fully-supervised methods by using only a
few labeled data and a large amount of unlabeled data. Tra-
ditional deep learning methods heavily rely on labeled data
to implement supervised training. Therefore, the primary
problem of SSL is how to incorporate the unlabeled data into
the training process. Constructing a consistent object of data
or features is a good direction to design a training strategy.
Several early attempts are focused on image classification
and obey the idea of consistency learning [7], [20], [21],
[22]. For example, These methods argued that with different
perturbations, the predictions of unlabeled images should
be consistent. Dual student [20] and mean teacher [21] both
proposed to regularize the predictions on unlabeled images
by jointly learning with two different networks. MixMatch
[22] and FixMatch [7] further proposed to employ different
data augmentations on unlabeled images and regularize the
consistency of different predictions, aiming to achieve more
robust performance on unlabeled images. In addition, the
adversarial-based methods [23], [24], [25], [26] utilize Gen-
erative Adversarial Network (GAN) [27] to align the rep-
resentations between labeled and unlabeled data through
image-level and feature-level constraints.

SSL principles for image classification can be somehow
expanded to semantic segmentation. However, compared
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with image-level image classification tasks, semantic seg-
mentation always involves more complex and comprehen-
sive pixel-level predictions. Without accurate pixel-level
annotations, the segmentation predictions on unlabeled im-
ages inevitably encompass a large amount of noise, which
cannot be effectively reduced by the weak constraint meth-
ods proposed by these former works. Thus, other SSL meth-
ods should be further studied for the semantic segmentation
task.

2.2 Semi-Supervised Semantic Segmentation

To address the problem of expensive pixel-wise semantic
segmentation annotations, semi-supervised semantic seg-
mentation has been explored recently with a lot of works
proposed. Prior works based on video label propagation
[7], [8], [9], knowledge distilling [10], [11], and GAN-based
adversarial learning [4], [12], [13] have been proposed with
promising results. Typically, [8] proposed a joint propaga-
tion strategy to alleviate misalignments in synthesized un-
labeled video frames. [11] proposed a structured knowledge
distillation scheme for improving semi-supervised semantic
segmentation. In addition, [4] further proposed to employ
adversarial training to regularize the consistency of high-
and low-level features. However, these methods do not
effectively explore the information of large amounts of
unlabeled images. Since training deep segmentation models
heavily relies on large amounts of data, the performance will
be limited without the effective usage of unlabeled images.

Recently, state-of-the-art methods are basically based on
self-training (ST) [5], [14], [15]. Generally, ST methods first
train an initial prediction model with the limited labeled
data, then attempt to assign pseudo labels for unlabeled
images. Those unlabeled images with pseudo labels there-
fore can be used to perform further supervised learning.
However, since the limitation of labeled data, the generated
pseudo labels are extremely unreliable with a lot of noise.
A typical solution is to select reliable pseudo labels from
the noisy one [18], [19], [28] according to some criterion.
The confidence score of a predictive result is a dependable
criterion to select better pseudo labels. That is to select high-
confident pseudo labels while discarding low-confident
pseudo labels [6], [16], [17]. However, with extremely imbal-
anced class distributions, i.e., long-tailed distributions, high-
confident pseudo labels are always biased to the classes with
major distributions. To address this problem, [17] utilized
the class distributions of labeled images as prior information
to select unbiased pseudo labels. Moreover, the discrepancy
between easy and hard samples also makes it difficult to
find the best thresholds for selecting high-confident pseudo
labels, i.e., easy samples always with higher confidence and
hard samples tend to be low-confident. Consequently, the
high-confident pseudo labels can be wrong while the low-
confident ones may be correct. Thus, the confidence scores
are still unreliable for selecting accurate pseudo labels, there
is no guarantee that the incorrect pseudo labels can be
effectively discarded.

In addition, consistency regularization (CR) methods
[29], [30], [31] are also widely applied to ST-based semi-
supervised semantic segmentation methods. Generally, CR
employs two different perturbations f1 and f2 to an input

unlabeled image x then applies a consistency constraint
to the different predictions f1(x) and f2(x). These per-
turbations can be varied in data augmentations [29], [30],
[32], feature extractors [31], and classifiers [20], [33], [34],
[35]. Compared with the image-level constraint methods
mentioned in Section 2.1, these CR methods are usually
with stronger perturbations and regularization. However,
these consistency constraints on unlabeled images are still
unreliable, and can be easily misled by the back-propagation
of wrong pseudo labels. In addition, given the complexity
of semantic segmentation tasks, these CR methods applied
to unlabeled images only may not be adequate for semi-
supervised semantic segmentation due to the ignorance of
intrinsic information of the available labeled images. Thus,
without any reliable information, ST-based methods still
heavily suffer from pseudo labels even with strong CR on
unlabeled images.

2.3 Image Querying
In this paper, we propose to query labeled images for
rectifying pseudo labels of unlabeled images. The problem
of how to query images has been widely studied in the
field of image retrieval [36], [37], [38], [39], [40]. Image
retrieval can be formulated as a ranking problem where the
goal is to order database images by decreasing similarity
for querying. Different from the query motivation of image
retrieval, in this paper, we use the generated pseudo labels
to guide the querying of labeled images and use the esti-
mated similarities to improve the quality of pseudo labels
for robust semi-supervised learning.

3 METHOD

In this section, we present details of our proposed CISC-
R approach for semi-supervised semantic segmentation. We
first briefly describe the semi-supervised semantic segmen-
tation task in Section 3.1. Then, we present the details of
the CISC-R approach and the proposed CISC-based image
selecting method in Section 3.2. Finally, we introduce the
proposed training schedule for CISC-R in Section 3.3. The
framework of the CISC-R approach is shown in Fig. 3.

3.1 Task Description
Given a few labeled images xl with corresponding labels yl
and large amounts of unlabeled images xu, semi-supervised
semantic segmentation aims to train a semantic segmenta-
tion model M by leveraging both labeled and unlabeled
images.

Most of the state-of-the-art methods are based on the
self-training (ST) strategy [5], [14], [15]. ST first trains an
initial model M0 with the labeled dataset (xl, yl) and then
uses the M0 to assign pseudo labels yu for all unlabeled
images xu. Then, the labeled dataset (xl, yl) and the un-
labeled dataset (xu, yu) are collaborating to jointly train a
final segmentation model M . Typically, cross entropy loss
is widely used to train the segmentation model, the loss
Ls and Lu for labeled images and unlabeled images can be
defined as:

Ls = CE(f(xl), yl), (1)
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Fig. 3. The overall framework of the proposed CISC-R approach. Given an unlabeled image and its pseudo mask generated by the segmentation
model, we first determine the query category (e.g., cat) and then query labeled samples with the same category by the proposed image-selection
method. Then, we obtain the CISC map by calculating the similarity between the deep features of the unlabeled image and the selected labeled
image. The CISC map is used to rectify the pseudo mask for training a robust segmentation model.

Lu = CE(f(xu), yu), (2)

where CE is the cross-entropy loss function defined as:

CE(f(x), y) =− 1

H ×W

H×W∑
i

N∑
k

[ykilog(f(xki))

+ (1− yki)log(1− f(xki))],

(3)

where H and W represent the height and width of input
images, and N is the total number of classes.

However, the pseudo labels yu generated by M0 are
inevitable with a lot of noise, which makes a significant
impact on the learning of unlabeled images xu. The goal of
our proposed approach is to alleviate this negative influence
caused by noise in pseudo labels yu.

3.2 Cross-Image Semantic Consistency
3.2.1 Motivation
Most existing semi-supervised semantic segmentation
methods focus on designing complex mechanisms to select
reliable pseudo labels of unlabeled images based on their
confidence scores. However, the major problem is that de-
pending on such unreliable confidence scores, there is no
guarantee that the wrong pseudo labels can be effectively
filtered out. Therefore, more reliable information should be
further explored to rectify the pseudo labels.

A natural way is to infer reliable information from
labeled images. With the strong ability of feature repre-
sentations in deep neural networks, the pixel-wise features
extracted from labeled images can be regarded as reliable
guidance for the learning of unlabeled images. However, a
critical problem remained to be solved is that how to mea-
sure the relationship between labeled images and unlabeled
images. To this end, we argue that the intra-class semantic
consistency between labeled images and unlabeled images

can be explored. Specifically, inspired by [41], [42], we
present some examples of correspondence between labeled
and unlabeled images in Fig. 1. As shown in Fig. 1 (a), it can
be seen that for different images belonging to the same class,
the semantic consistency can be explicitly observed with
similar appearance and contents. Specifically, the heatmaps
of the pixel-wise correspondence reveal the most probable
regions of the shared class. Conversely, as shown in Fig.
1 (b), for different images belonging to different classes,
there are obvious inter-class discrepancies between different
components with diverse characteristics. Thus, the feature
yields no correspondence with the targets on the unlabeled
images. Motivated by this observation, we argue that fea-
tures extracted from labeled images and unlabeled images
should be consistent with the same class and different with
different classes. Thus, this semantic consistency makes it
possible to build the relationship between reliable labeled
images and unlabeled images.

Specifically, the main idea of our proposed CISC-R is
shown in Fig. 2. The main idea is that with unreliable
and ambiguous pseudo labels of unlabeled images, e.g.,
an uncertain horse, it is conceivable that we can compare
it with a reliable horse in the label images to figure out
whether it is a real horse. With this similarity comparison, the
reliable information from labeled images can be explored
to rectify the unreliable pseudo labels of unlabeled images.
Then the rectified pseudo label can be used for training
and producing a refined label. This querying and comparing
issue motivates the proposal of our CISC-R approach.

The idea of mining cross-image semantics has already
been considered for several visual applications in the com-
munity, such as few-shot semantic segmentation [41], [42],
weakly-supervised semantic segmentation [43], [44], and co-
saliency detection [45], [46]. Specifically, few-shot semantic
segmentation focuses on exploring the similarity between
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TABLE 1
Comparison of motivations and implementations of few-shot semantic segmentation, weakly supervised semantic segmentation, co-saliency

detection, and semi-supervised semantic segmentation (ours) in terms of mining cross-image semantics.

Few-shot semantic seg-
mentation

Weakly-supervised seman-
tic segmentation

Co-saliency detection Semi-supervised semantic
segmentation (Ours)

Motivation Segment target images
with new classes.

Segment images with
image-level labels.

Extract salient objects
from a group of images.

Rectify pseudo labels of
unlabeled images.

Implementation

Calculate the similarity
between source images
and target images during
the inference process.

Pair two images and use
attention mechanisms to
extract the common ob-
jects.

Calculate the similarity
among a group of images
to extract common objects.

Leverage the semantic
consistencies between
labeled and unlabeled
images to rectify the
pseudo labels, including
an image selecting
method for querying
and a pseudo labels
rectifying method.

the support images and target images. Weakly-supervised
semantic segmentation works in [43], [44] propose to pair
two images in a training batch and extract the related
regions across images. In addition, co-saliency detection
aims at simultaneously extracting common salient objects
from a group of images. Although sharing a similar idea of
mining cross-image semantics, this paper is different from
them in both aspects of motivation and implementation.
Specifically, considering the importance of pseudo labels in
semi-supervised semantic segmentation, our motivation is
to leverage the semantic consistencies between labeled and
unlabeled images to rectify the pseudo labels, enabling us
to obtain more reliable pseudo labels and thus learn a more
robust model. In our implementation, we first propose an
image selecting method to select appropriate labeled images
for querying. Then, we further design a pseudo labels recti-
fying method to improve the quality of pseudo labels. These
implementations are different from the previous works [41],
[42], [43], [44], [45], [46]. We summarize the comparison in
Table 1. We next introduce the details of the proposed CISC-
R method.

3.2.2 CISC-R Approach
As shown in Fig. 3, given an unlabeled image xu and its
corresponding pseudo label yu, we first randomly select a
class k contained in yu and build a pseudo mask mk

u ∈ [0, 1]
as follows:

mk = 1|y=k, (4)

where mk
u = 1 denotes all the positions that the pseudo label

yu is predicted as class k. Then, we query a labeled image
xl that also contains the selected class k from all labeled
images, and the corresponding class mask mk

l is also built
from label yl.

Aiming to constrain the semantic consistency at the high-
dimension level, we then train a deep neural network to ex-
tract the high-level features Fl and Fu from labeled image xl

and unlabeled image xu, respectively. Then, inspired by the
way of extracting support features in the few-shot semantic
segmentation task [41], [42], we employ a weighted pooling
module to capture support features from labeled images as
follows:

vkl = F k
l ⊙mk

l , (5)

where ⊙ is the Hadamard product. It is worth noting that
the spatial size of F k

l is previously scaled to the same size as

mk
l for the following pooling operation, and vkl ∈ Rc×1×1

is a support vector representing the class-wise features of
the queried labeled image, where c is the channel number
of high-level features. With these features extracted, we
then calculate the pixel-wise cosine similarity cos(Fu, v

k
l )

as between xu and xl as:

m
′

u = cos(Fu, v
k
l ) =

FT
u vkl

∥ FT
u ∥∥ vkl ∥

, (6)

where m
′

u represents the most probable regions of xu that
belong to the selected class k, which we call as a CISC map.
Generated by measuring the similarity relationship with la-
beled images, our CISC map can provide more accurate and
reliable information, thus leading to more effective pixel-
level rectification for the pseudo labels. Thus, based on this
CISC map, we can define a simple but efficient confidence-
weighted loss function for unlabeled images supervision as:

L
′

u = (1− ∥ mu −m
′

u ∥)CE(f(xu), yu), (7)

where ∥ . ∥ is a simple calculation of Euclidean distance,
and (1− ∥ mu−m

′

u ∥) serves as a pixel-wise weights matrix
for cross-entropy loss. By calculating the distance between
the CISC map m

′

u and the pseudo mask mu, we can easily
measure the reliability of pseudo labels, i.e., larger distance
means lower reliability. This is because, for the pseudo labels
predicted as a certain class, their corresponding features
should be consistent with that of the reliable labeled images,
or we can regard these pseudo labels are wrong. Thus, the
gap between m

′

u and mu can provide reliable information
for rectifying pseudo labels, which is the main proposal of
our CISC-R.

In addition, it is worth noting that in our CISC-R ap-
proach, for every input unlabeled image during a training
iteration, only one class is selected to query a corresponding
labeled image. This is because for images with multiple la-
bels, querying multiple labeled images for generating CISC
maps is significantly time-consuming. We argue that with
adequate training iterations, each class in every unlabeled
image can be evenly selected for querying and rectifying,
and thus the problems for multi-label images can be ig-
nored.

3.2.3 CISC-based Image Selecting Method
As discussed in Section 3.2.2, our CISC-R can provide
pixel-level rectification for the pseudo labels of unlabeled
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Fig. 4. Illustration of our proposed CISC-based image selecting method.
The circles with deeper colors represent the images with smaller D.

images. However, there still exist two major problems to
be solved. First, although intra-class semantic consistency
can be observed in most of the images, some images may
contain extremely different characteristics due to the intra-
class variation, which is common in most of the datasets.
Thus, among a group of labeled images, it is difficult to
select the most appropriate images for querying, and query-
ing inappropriate labeled images may heavily deteriorate
the performance of the CISC map generating. Second, we
also find that in the initial training process, the unlabeled
images with more wrong pseudo labels are more difficult to
be rectified by our CISC maps, e.g., an extremely unreliable
unlabeled image even contains no correct classes, which
makes it difficult to query an appropriate labeled image for
rectification.

Thus, to solve these problems, we further propose a
CISC-based image selecting method for two purposes. First,
select the most appropriate labeled images for querying.
Second, inspired by the works in [18], this image selecting
method is further used to split the unlabeled images into
reliable sets and unreliable sets. Then, we can first train
a model with the reliable unlabeled images, which can be
easily rectified by our CISC-R, and then this model is used
to predict more accurate pseudo labels for the unreliable
images. Thus, with more accurate pseudo labels for the
unreliable unlabeled images, the predictions can be rectified
by our CISC-R more effectively.

The framework of our image selecting method is illus-
trated in Fig. 4. First, for every single class k, we use the
initial model M0 to extract the class-wise anchor vectors akl
from labeled images as:

akl =
1

nk
l

nk
l∑
i

vkl =
1

nk
l

nk
l∑
i

F k
l ⊙mk

l , (8)

where nk
l denotes the number of labeled images xl that

belonging to class k. With this mean production, akl is
generated to represent the class-wise anchors of the labeled
images. Then, we define a distance function D to measure
the distance between the anchors and the image x for selec-
tion. Specifically, we first generate a CISC map m

′
between

the akl and the high-level features F of labeled image x as:

m
′
= cos(F, akl ) =

FTakl
∥ FT ∥∥ akl ∥

. (9)

Aiming to measure the similarity relationship, we also
build class mask m for the input image x. It is worth noting

Algorithm 1: CISC-based image selecting method

Data: labeled dataset: (xl, yl), unlabeled images xu

and corresponding pseudo labels yu, number
of classes num class

Result: anchor vectors vl in labeled images, reliable
labeled images xr

l for querying, reliable
unlabeled images xr

u and unreliable
unlabeled images xur

u

1 First, calculate anchor vectors al ← (xl, yl)
according to Eq.(8);

2 Second, select reliable labeled images xr
l for

querying;
3 for x in xl do
4 for i in num class do
5 Get class-mask m← (yl, i) according to

Eq.(4);
6 Get CISC map m

′ ← (al, x) according to
Eq.(9);

7 end
8 Calculate distance D← (m

′
,m,num class)

according to Eq.(10);
9 end

10 Sort xl by D, select 1/2 xl with smallest D as
reliable labeled images xr

l for querying;
11 Finally, select reliable unlabeled images xr

u and
unreliable unlabeled images xur

u ;
12 for x in xu do
13 for i in num class do
14 Get class-mask m← (yu, i) according to

Eq.(4);
15 Get CISC map m

′ ← (al, x) according to
Eq.(9);

16 end
17 Calculate distance D← (m

′
,m,num class)

according to Eq.(10);
18 end
19 Sort xu by D, select 1/2 xu with smallest D as

reliable unlabeled images xr
u, others as unreliable

unlabeled images xur
u

Algorithm 2: Semi-Supervised training CISC-R

Data: training dataset: (xl, yl, xu)
Result: Model Mk and predictions (y

′

l , y
′

u)
1 First stage:
2 Training M0 ← (xl, yl) according to Eq.(12).;
3 Second stage:
4 Generate pseudo labels yu ← (M0, xu);
5 Select xr

l , xr
u, and xur

u according to Algorithm 1;
6 Training M1 ← (xl, yl, x

r
u, y

r
u) according to

Eq.(13);
7 Re-generate pseudo labels yu ← (M1, xu);
8 Training M1 ← (xl, yl, xu, yu) according to

Eq.(13);
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that m can be generated from yl (selecting labeled images) or
yu (selecting unlabeled images). Then the distance function
D is defined by calculating the distance between m

′
and m:

D(m
′
,m) =−

N∑
k

1

H ×W

H×W∑
i

[mkilog(m
′

ki)

+ (1−mki)log(1−m
′

ki)].

(10)

It can be seen that the distance D is defined as a
form of cross-entropy, which is more conducive to pixel-
level comparisons. With the pixel-level comparisons, we
can effectively measure the distance between the anchors
and the images for selection. Finally, we sort the input
images by distance D, where images with smaller D are
selected. This image selecting method can be adaptively
applied to select labeled images or unlabeled images for
the two purposes mentioned above. By splitting reliable
and unreliable unlabeled images, we can conduct a stage-
wise selective re-training procedure for semi-supervised se-
mantic segmentation, which is further discussed in Section
3.3. The details of the proposed image selecting method are
shown in Algorithm 1.

3.3 Training with CISC-R
The training process with CISC-R can be split into 2 stages,
as shown in Algorithm 2. First, Ls is also used to train the
initial model M0 with labeled images. In addition, aiming
to constrain the intra-class semantic consistency and inter-
class semantic discrepancy among the labeled images, we
further design a loss function LCISC based on the distance
function D described in Section 3.2.3:

LCISC(m
′

l,ml) =−
1

H ×W

H×W∑
i

[mlilog(m
′

li)

+ (1−mli)log(1−m
′

li)],

(11)

where m
′

l is the generated CISC map for xl and ml is the
class mask built from yl. With the supervision of LCISC loss
function, we encourage the features learned by M0 more
closed to the high-dimension anchors of labeled images,
which can also improve the effectiveness of the proposed
image selecting method. Thus, in the first stage, the total
loss function L1 is defined as:

L1 = Ls + LCISC . (12)

According to Eq. (12), M0 is trained with Ls and LCISC

jointly, which can generate better CISC maps. M0 can be
regarded as a teacher model [29], [34]. As discussed in
previous works [29], [34], a teacher model trained with
labeled images can provide more reliable information. By
training with Eq. (12), the model M0 can provide more
discriminative pixel-level representations than the model
pre-trained on ImageNet [47], enabling us to generate more
accurate CISC maps.

In the second stage, the proposed image selecting
method is applied after generating pseudo labels yu for
unlabeled images xu. According to Algorithm 1, we em-
pirically select 1/2 labeled images xr

l for querying, and
the unlabeled images are split into 1/2 reliable set xr

u and
1/2 unreliable set xur

u . Then, we train the model with all

labeled images and the selected reliable unlabeled images.
Finally, the improved model is used to predict higher-
quality pseudo labels for the unreliable images xur

u , then
we take all labeled images and unlabeled images for final
training. In the second stage of training, the total loss
function L2 is defined as:

L2 = Ls + L
′

u. (13)

In the second stage, we first use the fixed M0 as a teacher
model for generating CISC maps. After training M1 with
reliable unlabeled images xr

u, we further fix the M1 as a
teacher model to generate CISC maps. The fixed teacher
models are well-trained, which can effectively produce more
reliable CISC maps for rectifying.

4 EXPERIMENTS

To verify the effectiveness of our proposed method, we con-
duct extensive experiments on three widely-used semantic
segmentation datasets: PASCAL VOC 2012 [48], Cityscapes
[49], and COCO [50]. In this section, we first describe the
datasets and implementation details. Then, we perform
detailed extensive ablation experiments for our proposed
CISC-R. Finally, we report the results of our proposed
method compared with other state-of-the-art methods.

4.1 Datasets
PASCAL VOC 2012 dataset [48] originally consists of 1464
images for training and 1449 images for validation. Intro-
ducing additional data from the SBD [51], the training set
can be augmented to 10582 images. It contains 20 fore-
ground classes and a background class for semantic segmen-
tation. Following the former semi-supervised settings [4],
[18], [21], [31], [34], [52], 1/16, 1/8, and 1/4 of the training
sets are sampled as labeled images, while the remaining
ones are set as unlabeled images for semi-supervised se-
mantic segmentation experiments.

Cityscapes dataset [49] is created for urban scene-
understanding. It contains 19 classes with 2975 training
images, 500 validation images, and 1525 testing images. The
images of the dataset are all with 2048 × 1024 pixels. For
Cityscapes, all experiments are conducted under 1/30, 1/8,
and 1/4 partition protocols. To perform fair comparisons,
all the results on the Cityscapes dataset are reported on the
validation set.

COCO dataset [50] composes of 118k images for training
and 5k images for validation, containing 81 classes to pre-
dict, which is a very challenging benchmark for semantic
segmentation. Therefore, it was rarely explored in previous
semi-supervised semantic segmentation works. In this pa-
per, we conduct experiment compared with PseudoSeg [35]
and PC2Seg [53]. 1/512, 1/256, and 1/128 of the training
sets are sampled as labeled images for experiments.

4.2 Implementation Details
Aiming to conduct a fair comparison, we use ResNet-101
[54] pre-trained on ImageNet [47] as the backbone and
DeeplabV3+ [55] as the segmentation head to build the
network structure for all experiments. Specifically, following
the previous settings, we employ the stochastic gradient
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Fig. 5. Qualitative visualization results of CISC map for the PASCAL VOC 2012 dataset under the setting of 1/16 partition protocol. Some failure
cases are shown in the last row. Fonts in red represent the classes of pseudo masks. In the last row, the fonts in green represent the real class of
Ground truth.

descent (SGD) optimizer for training, where the initial base
learning rate of the backbones is set as 0.001 on PASCAL
VOC 2012 and 0.004 on Cityscapes, respectively. For the
randomly initialized segmentation head, the learning rate
is 10 times larger than that of backbones. In addition, a
polynomial learning rate policy [56] is used to decay the
learning rate, where the initial learning rate is multiplied by
(1 − epoch

total epoch )
power with a power of 0.9. Momentum and

weight decay are set to 0.9 and 0.0001, respectively. We train
PASCAL VOC 2012 dataset for 80 epochs and Cityscapes
dataset for 240 epochs. The randomly crop size is set to
321 × 321 for PASCAL VOC 2012 dataset and 721 × 721
for Cityscapes dataset. In the pseudo labeling process, un-
labeled images are predicted with test-time augmentation
for high-quality pseudo labels, which is discarded in the
test phase. For Cityscapes dataset testing, slide-window
evaluation is adopted. For PASCAL VOC 2012 dataset, the
batch size is set to 16 with an NVIDIA A100 GPU. For the
Cityscapes dataset, 2 NVIDIA A100 GPUs are used and the

batch size is set to 12. We report mean Intersection-over-
Union (mIoU) for all our experiments.

On the COCO dataset, we conduct experiments under
the same settings as that of PASCAL VOC 2012 dataset.
Specifically, to conduct fair comparisons with PseudoSeg
[35] and PC2Seg [53], we use DeeplabV3+ [55] and Xception-
65 [57] for experiments.

4.3 Ablation Study of CISC-R

4.3.1 Visualization Results of CISC maps

To get a deeper understanding of our CISC-R, we visualize
the generated CISC maps in more groups of images on both
two datasets (PASCAL VOC 2012 [48] and Cityscapes [49]),
as shown in Figs. 5 and 6, respectively. Since using fewer
labeled images can better illustrate the effectiveness of our
generated CISC maps, we visualize the PASCAL VOC 2012
dataset under the 1/16 partition protocol and the Cityscapes
dataset under the 1/30 partition protocol.
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Fig. 6. Qualitative visualization results of CISC map for the Cityscapes dataset under the setting of 1/30 partition protocol. Some failure cases are
shown in the last row. Fonts in red represent the classes of pseudo masks. We mark the improved regions with orange solid boxes.

Most images in PASCAL VOC 2012 dataset contain only
a few objects. It can be seen that with only a few labeled
images for training, the generated pseudo labels always
contain ambiguous predictions with incomplete compo-
nents and coarse boundaries. We can see in Fig. 5 that in
PASCAL VOC 2012 dataset, objects predicted for unlabeled
images are always partial and fragmented. It is because
the information that we can obtain from unlabeled images
is extremely limited and unreliable. Instead, by exploring
the semantic relationship between labeled and unlabeled
images, our generated CISC maps can reveal the complete
structures of the target objects with clean backgrounds. By
inferring from the CISC maps, the partial predictions can
be expanded to the regions that share similar appearances.
Then, these CISC maps can be used as masks to rectify the
wrong generated pseudo labels of unlabeled images.

In addition, the Cityscapes dataset is created for urban
scene-understanding, which always occupies various kinds
of objects inside one single image. The different interaction
between different objects leads to significant complexity of
semantic segmentation problems. As shown in Fig. 6, for
one training iteration, we build the CISC maps with only
one class. The predicted objects in the unlabeled images
are shown in the highlighted regions, e.g., buildings, peoples,
and sidewalks, our generated CISC maps can reveal the most
probable regions that belong to these classes and filter out
the wrong regions. With adequate training iterations, we
build different CISC maps for rectifications and the ambigu-

ous predictions of each class can be discarded gradually.
Although competitive visualization results can be ob-

served on most of the images, there still exist some failure
cases, which are shown in the last row of Figs. 5 and 6.
In the case (row: 6, column: 1 and row: 6, column: 2 in
Fig. 5), limited by the partial visibility, the pseudo labels
are predicted as sheep and dog, but actually are cow and
cat, thus we wrongly query labeled images with sheep and
dogs to build the CISC maps. Since sheep and cows, dogs and
cats do share some similar characteristics, we cannot gen-
erate accurate CISC maps without available discriminative
features extracted. Although it can be seen that the values
of these CISC maps are comparatively low, they cannot
effectively rectify the wrong predictions of pseudo labels.
Thus, for pseudo labels with totally wrong predictions, the
effectiveness of CISC maps is not obvious. In addition, in
the second case (row: 5 in Fig. 6), the semantic discrepancies
between roads and sidewalks are not significant and thus the
CISC map fails to reveal the completely accurate regions of
sidewalks.

With qualitative analysis of the CISC maps on both two
datasets, we argue that our proposed CISC-R can employ
reliable pixel-level rectifications for most of the pseudo
labels. However, for extremely wrong pseudo labels that
contain no correct predictions, the effectiveness is limited.
This observation further motivates us to split reliable un-
labeled images and unreliable unlabeled images for stage-
wise re-training, which is discussed in Section 4.3.5.
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TABLE 2
Results of CISC-R with a pre-trained classification model on ImageNet

[47]. We report our results on PASCAL VOC 2012 datasets.

Method PASCAL VOC 2012
1/16(662) 1/8(1323) 1/4(2645)

SupOnly 67.55 71.05 73.02
CISC-R 75.34 77.05 77.23

CISC-R (pre-trained) 73.69 75.72 76.08

TABLE 3
Results of CISC-R with multiple prototypes (MP). We report our results

on PASCAL VOC 2012 dataset.

Method PASCAL VOC 2012
1/16(662) 1/8(1323) 1/4(2645)

CISC-R 75.34 77.05 77.23
CISC-R (MP) 75.49 76.98 77.27

4.3.2 Generation of CISC maps

We first conduct experiments to discuss the generation of
CISC maps. In our method, we use a well-trained model
to generate CISC maps. To evaluate the effectiveness, we
further use a pre-trained classification model on ImageNet
[47] to generate CISC maps for comparison. We conduct
experiments on the PASCAL VOC 2012 dataset. The results
are shown in Table 2. It can be seen that compared with
the pre-trained classification model, a well-trained model
enables us to generate better CISC maps and thus achieve
better performance.

As described in Section 3, we pool the features of a class
in the labeled image to be a single prototype. We further con-
duct experiments to evaluate the performance of extracting
multiple prototypes. The results are shown in Table 3. It can
be seen that CISC-R with multiple prototypes cannot bring
obvious improvements. An object may contain different
parts. However, in the semantic segmentation task, we seg-
ment different parts of an object into one semantic category.

Fig. 7. Visualization of heatmaps and distributions of output features.
(a) shows the labeled images for querying. (b) shows the heatmaps of
output features. It can be seen that an object may contain different parts,
i.e., a horse contains head, body, and feet, a car contains windows,
car body, and wheels. However, in semantic segmentation, we map
these different parts to one semantic category with the supervision of
annotated labels. Thus, we can learn consistent features from these
parts. We further use t-SNE [58] to visualize the feature distributions
in 2-D space. It can be observed that the learned features of a class
cluster together. Thus, we pool the features to be one single prototype
instead of extracting multiple prototypes.

Thus, supervised by fully-annotated labels, a well-trained
segmentation model tends to learn consistent features from
different parts of an object. For a deeper understanding, we
further use t-SNE [58] to visualize the feature distributions.
Examples are shown in Fig. 7. As illustrated in Fig. 7, the
features of the same class are commonly gathered, which
indicates that using one single prototype is appropriate and
reasonable to represent the features of a class in our method.

4.3.3 Ablation Study for labeled images selecting
As discussed in Section 3.2.3, we argue that it is vital
to select appropriate labeled images for querying in our
proposed CISC-R. To analyze the effectiveness of the pro-
posed CISC-based image selecting (CS) method described
in Section 3.2.3, we further develop two image selection
methods for fair comparisons.

First, the random selecting (RS) method is the simplest
way to be implemented, and we employ it as a baseline
selecting method for comparisons. In this way, we randomly
select a labeled image from all labeled images containing
the target class, and every labeled image is selected evenly
during all training iterations. Second, we further design an
accuracy-based selecting (AS) method, where the labeled
images with higher mIoU are selected for querying. Since
the accurate annotations of labeled images are available, we
can measure the reliability of labeled images by calculating
their mIoU. We also select 1/2 labeled images with higher
mIoU for querying.

In addition, to verify the effectiveness of our proposed
cross-image guided learning, we further employ an anchor-
guided method inspired by [59] for comparisons. Specifi-
cally, work in [59] proposes a class-wise memory bank for
contrastive learning, which calculates the class-wise anchors
to guide the learning of unlabeled images. Thus, instead of
adopting contrastive learning in [59], we employ the class-
wise anchor vectors akl extracted from labeled images to
guide the learning of unlabeled images, where the CISC
map of unlabeled images is computed with the anchor
vectors instead of the selected labeled images:

m
′

u = cos(Fu, a
k
l ) =

FT
u akl

∥ FT
u ∥∥ akl ∥

. (14)

The detailed results are shown in Table 4. As shown
in Table 4, first, with the LCISC loss function, the perfor-
mances under the SupOnly setting are slightly improved. Fi-
nally, our CISC-R method outperforms the baseline method
[18] and the improvements are more obvious when fewer
labeled images are used, e.g., an improvement of 1.58% in
1/16 PASCAL VOC 2012 and 3.05% in 1/30 Cityscapes. For
experiments using more labeled images, the effectiveness
of our CISC-R is less since the quality of pseudo labels
is enhanced when more labeled images are used. Thus, it
reveals that our CISC-R is more effective when the pseudo
labels are with more noise.

In the comparison of image selecting methods, our pro-
posed CISC-based image selecting method exhibits better
performances compared with the other two selecting meth-
ods, which reveals that it is crucial to select appropriate
labeled images. Moreover, we also find that the class-wise
anchor-guided method [59] achieves lower accuracy than
our proposed cross-image guided learning. We draw two
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TABLE 4
Ablation study for CISC-R with labeled images selecting methods

Method PASCAL VOC 2012 Cityscapes
1/16(662) 1/8(1323) 1/4(2645) 1/30(100) 1/8(372) 1/4(744)

SupOnly 67.55 71.05 73.02 56.36 66.59 69.13
SupOnly(+LCISC ) 67.90(+0.35) 72.32(+1.27) 73.61(+0.59) 57.90(+1.54) 67.24(+0.65) 69.62(+0.49)

Baseline [18] 72.57 75.01 75.23 62.49 73.56 75.61
Anchor-Guide [59] 72.96 75.42 75.58 62.34 74.21 75.83

CISC-R(RS) 73.50 75.69 75.91 63.47 74.75 76.21
CISC-R(AS) 73.75 75.85 76.24 64.48 74.68 76.54
CISC-R(CS) 74.15(+1.58) 76.13(+1.12) 76.28(+1.05) 65.54(+3.05) 75.03(+1.47) 77.02(+1.41)

1 Note: RS: random selecting. AS: accuracy-based selecting CS: CISC-based selecting.

TABLE 5
Ablation study for pseudo labels rectifying methods. The mIoU of the pseudo labels for unlabeled images are presented.

Method PASCAL VOC 2012 Cityscapes
1/16(662) 1/8(1323) 1/4(2645) 1/30(100) 1/8(372) 1/4(744)

SupOnly 66.67 70.25 72.99 60.57 70.89 73.25
ST++ [18] 70.76 71.83 74.51 64.86 71.15 73.47

CISC-R 71.62 72.91 74.83 68.74 73.32 75.21
CISC-R(w/s) 72.01(+5.44) 74.49(+4.24) 76.47(+3.48) 70.49(+9.92) 73.36(+2.47) 75.60(+2.35)
1 Note: w/s: with selecting reliable unlabeled images for stage-wise re-training.

Fig. 8. Qualitative segmentation results of pseudo labels for the PASCAL VOC 2012 dataset under the setting of 1/16 partition protocol.

Fig. 9. Qualitative segmentation results of pseudo labels for the Cityscapes dataset under the setting of 1/30 partition protocol.
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Fig. 10. Quality of the pseudo labels from the selected reliable and
unreliable sets.

conclusions. First, instead of using a single anchor for one
class, our CISC-R takes every available labeled image into
consideration, which utilizes more abundant information.
Second, with large intra-class variation among different
labeled images, it is inappropriate to use one single anchor
to represent all labeled images of a class. Thus, we use
all reliable labeled images instead of a few anchors for
querying. It can be seen that our proposed CISC-R can
explore the available labeled images more effectively.

In addition, from the lower performance of the random
selecting (RS) method, we can infer that it is important to
select appropriate labeled images for querying, which is
discussed in Section 3.2.3. Moreover, it can be seen that the
accuracy-based selecting (AS) method also achieves worse
results, since the mIoU scores are greatly influenced by
various factors, i.e., areas of objects, interactions between
objects, and class distributions, which are not generalized
for selecting appropriate labeled images.

Thus, we argue that our proposed CISC-based image
selecting (CS) method can yield the best effectiveness for
selecting labeled images for querying. By measuring the
distance from anchors, we can discard the images that
contain extremely different characteristics and thus alleviate
the impact of intra-class variation. Moreover, this image se-
lecting method is further applied to select reliable unlabeled
images for stage-wise re-training. The detailed results are
presented in Section 4.3.5.

4.3.4 Ablation study for Pseudo Labels Rectification
To further verify the effectiveness of our proposed CISC-R
for rectifying pseudo labels, we further present qualitative
results of pseudo labels before and after rectifying, which
are presented in Table 5. As shown in Table 5, our proposed
CISC-R approach brings a large improvement to the quality
of pseudo labels. Specifically, with lower accuracy of pseudo
labels, our CISC-R approach performs better. For the PAS-
CAL VOC 2012 dataset under the 1/16 partition protocol,
our CISC-R(w/s) brings an improvement of 5.44% mIoU.
For the Cityscapes dataset under the 1/30 partition protocol,
our CISC-R(w/s) brings an improvement of 9.92% mIoU. It
can be seen that with reliable unlabeled images selecting
for stage-wise re-training, the quality of pseudo labels can
be further improved. However, the selecting method is not
apparently effective for the Cityscapes dataset, which is
discussed in Section 4.3.5.

The visualization results of pseudo labels in the PASCAL
VOC 2012 dataset and the Cityscapes dataset are shown in

Figs. 8 and 9, respectively. It can be seen that the objects in
the pseudo labels are originally ambiguous and fragmented.
With our proposed CISC-R approach, the pseudo labels
of unlabeled images are rectified from coarse to accurate,
which indicates the powerful ability of rectification. Thus,
with higher-quality pseudo labels, we can train a better
segmentation model.

4.3.5 Ablation Study for stage-wise re-training
Inspired by the works in [18], [19], we further evaluate the
effectiveness of unlabeled images selecting for the stage-
wise re-training procedure. As described in Section 3.2.3, we
first split the unlabeled images into the reliable group and
the unreliable group, which can be regarded as an image-
level based pseudo labels selection. To better illustrate the
effectiveness of our proposed method, we then measure the
quality of the pseudo labels from reliable and unreliable sets
respectively.

To verify the effectiveness of our image selecting method
for splitting unlabeled images, we compared our method
with the ST++ selection method proposed in [18]. Specifi-
cally, ST++ selection [18] employs various models to predict
the unlabeled images and then uses the uncertainty scores
to measure the reliability of unlabeled images. In this way,
ST++ [18] prioritizes the reliable unlabeled images in the
second stage of training. The results are shown in Fig. 10.
It can be seen that with image selection, the mIoU gaps
between reliable and unreliable unlabeled images are ex-
tremely large, which indicates the necessity for selective re-
training. In addition, it can be seen that our image selecting
method can select the reliable image more effectively, where
the mIoU gaps are much larger. Since the method proposed
in [18] simply uses model uncertainty as confidence scores
to select reliable pseudo labels, these confidence scores
are not reliable enough to guarantee the performance as
discussed above. However, our proposed image selecting
method is based on the distance between unlabeled images
and the anchors of labeled images, which leverages the
reliable information of labeled images more explicitly. Thus,
our image selecting method yields better performance.

The extensive results are shown in Table 6. We can ob-
serve that for the PASCAL VOC 2012 dataset, blind 2-stage
training brings limited improvements for either the baseline
method [18] or our CISC-R method. Compared with the
ST++ selection proposed in [18], our CISC-based selecting
method can achieve better performance, since we employ
reliable information of labeled images for selecting. Finally,
We conclude two reasons for the improvements brought
by the stage-wise re-training. First, as explained in [18],
with this reliable-to-unreliable re-training procedure, the
unlabeled images can be leveraged more effectively. Second,
as discussed in Section 3.2.3, we observe that our CISC-
R performs more effectively on reliable unlabeled images.
Thus, with stage-wise re-training based on image selection,
our CISC-R can rectify the reliable unlabeled images first
and therefore train a more improved model, and this model
can adapt to the unreliable unlabeled images more progres-
sively finally.

In Table 7, we also report the mean and std averaged
over 5 runs, showing that our method is stable. Although
promising results are achieved in the PASCAL VOC 2012
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TABLE 6
Ablation study for stage-wise re-training with unlabeled images selecting methods

Method PASCAL VOC 2012 Cityscapes
1/16(662) 1/8(1323) 1/4(2645) 1/30(100) 1/8(372) 1/4(744)

1-stage [18] 72.57 75.01 75.23 62.49 73.56 75.61
blind 2-stage 72.66 75.82 76.17 63.45 74.02 76.13

ST++(2-stage) [18] 74.25 76.02 76.44 63.31 74.16 75.92
CISC-R(1-stage) 74.15 76.13 76.28 65.54 75.03 77.02

CISC-R(blind 2-stage) 74.48 76.37 76.49 66.72 75.62 77.60
CISC-R(w/ST++ selection [18]) 74.61 76.79 76.92 66.79 75.45 77.22

CISC-R(w/our selection) 75.34 77.05 77.23 66.89 75.89 77.65

TABLE 7
Results of our proposed method with mean and std. We report our results in both PASCAL VOC 2012 and Cityscapes datasets.

Method PASCAL VOC 2012 Cityscapes
1/16(662) 1/8(1323) 1/4(2645) 1/30(100) 1/8(372) 1/4(744)

CISC-R 75.18±0.22 76.95±0.18 77.17±0.11 66.68±0.34 75.61±0.19 77.48±0.13

Fig. 11. Qualitative segmentation results for the PASCAL VOC 2012 dataset under the setting of 1/16 partition protocol.
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Fig. 12. Qualitative segmentation results for the Cityscapes dataset under the setting of 1/30 partition protocol.

TABLE 8
Results of CISC-R with cropped images for training (crop). We report

our results on the Cityscapes dataset.

Method Cityscapes
1/30(100) 1/8(372) 1/4(744)

ST++ [18] 63.31 74.16 75.92
ST++ [18] (crop) 65.02 (+1.71) 75.22 (+1.06) 76.84 (+0.92)

CISC-R 66.89 75.89 77.65
CISC-R (crop) 68.72 (+1.83) 77.05 (+1.16) 78.52 (+0.87)

dataset, it can be seen that in the Cityscapes dataset, this
image selecting method cannot effectively split the reliable
and unreliable unlabeled images. This is because the image
size is larger in the Cityscapes dataset, i.e., 2048 × 1024
pixels. Thus, this image-level selecting methods cannot
effectively filter out the unreliable unlabeled images. A
potential solution for this problem is to crop the images
into smaller sizes and then perform image selection on
these small-size images. We further conduct experiments on
the Cityscapes dataset to evaluate the performance of this
potential solution. Specifically, in the training process, we
crop the original 2048×1024 images into 721×721 patches
for image-level selecting. The results are shown in Table 8.
It can be seen that with small-size (721×721) images for
training, the image-selection methods can achieve better
performance on the Cityscapes dataset. Since images with
large size (2048×1024) may contain reliable and unreli-
able predicted regions simultaneously, we apply the image-
selecting methods on cropped images (721×721) to better
filter out unreliable predictions. However, aiming to con-

Fig. 13. Qualitative segmentation results for the COCO dataset under
the setting of 1/128 partition protocol.

duct fair comparisons with other state-of-the-art methods,
we adopt the traditional settings and select the images of
the original image size.

In sum, it can be observed that in the Cityscapes dataset,
the image selecting methods are not that effective due to
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the discussions above, which proves that only using image-
level based selecting is not enough to filter out the pseudo
labels. Thus, our CISC-R approach incorporates both pixel-
level rectification and image-level selection for the pseudo
labels of unlabeled images simultaneously, which can yield
superior achievements.

4.4 Comparison with State-of-the-Art Methods

The comparison results with other state-of-the-art methods
on the PASCAL VOC 2012 dataset, Cityscapes dataset,
and the COCO dataset are presented in Tables 9, 10, and
11, respectively. It is worth noting that some recent semi-
supervised semantic segmentation methods CPS [33], AEL
[28], and U2PL [19] are implemented with more advanced
settings, i.e., larger crop size, stronger backbone (stem-
ResNet), more powerful decoders, auxiliary classifiers, Cut-
mix loss [29], and online hard example mining (OHEM)
strategy. Thus, aiming to conduct fair comparisons with for-
mer methods, we reproduce them based on the traditional
settings presented in Section 4.2.

PASCAL VOC 2012 dataset: Table 9 shows the com-
parison results on the validation set of the PASCAL VOC
2012 dataset. Among all the compared algorithms, the pro-
posed CISC-R method performs the best across different
settings, even if the dataset has diverse objects and very
complex backgrounds. It can be seen that in the previous
methods, the performance of GAN-based methods [4], [13]
and CR-based methods [31], [33], [34], [35] are very limited,
especially when using fewer labeled images. In addition,
comparing the methods designed for pseudo-label selecting,
the image-level selection method [18] is slightly better than
the pixel-level selection methods [19], [28]. Instead, our
proposed CISC-R approach takes both pixel-level rectifica-
tion and image-level selection for alleviating the impact of
pseudo labels and thus achieving better performance.

Cityscapes dataset: To further demonstrate the effective-
ness of the proposed CISC-R method, we further carry out
experiments on the Cityscapes dataset and the results are
listed in Table10. The Cityscapes dataset contains more com-
plex images and the experimental results on the Cityscapes
dataset indicate that our CISC-R also achieves competi-
tive performance for multi-label images with complicated
scenes. The experimental results demonstrate that with
larger image sizes in the Cityscapes dataset, the pixel-level
selection methods [19], [28] are superior to the image-level
selection method [18]. Our proposed CISC-R still achieves
better performance, especially with fewer labeled images.
Using only 1/30 labeled images, our CISC-R outperforms
U2PL [19] with 2.72% of mIoU and outperforms AEL [28]
with 2.53% mIoU, which indicates that our CISC-R can
provide more powerful pixel-level rectification when only
a few labeled images are available.

COCO dataset: Results on the COCO dataset are shown
in Table 11. It can be seen that our CISC-R can also surpass
the previous state-of-the-art methods PseudoSeg [35] and
PC2Seg [53] with a large margin. However, with a large
number of classes and unbalanced distributions, the per-
formances on COCO datasets are still very limited. Existing
methods cannot address this problem very well. We will
explore this problem in future works.

TABLE 9
Comparison with state-of-the-art methods on the PASCAL VOC 2012

dataset

Method PASCAL VOC 2012
1/16(662) 1/8(1323) 1/4(2645)

SupOnly 67.55 71.05 73.02
AdvSeg [13] 68.2 69.5 -

MT [21] 69.8 71.5 73.0
S4GAN [4] 69.1 72.4 74.5
GCT [34] 67.2 72.5 75.1
CCT [31] 70.8 72.2 75.1

PseudoSeg [35] - 73.2 -
DCC [52] 72.4 74.6 76.3

PC2Seg [53] - 74.1 -
CPS* [33] 71.08 73.82 75.27
AEL* [28] 73.28 75.12 76.51

ST [18] 72.9 75.7 76.4
ST++ [18] 74.5 76.3 76.6

U2PL* [19] 73.56 75.80 76.49
ELN [60] - 75.1 76.6
CISC-R 75.34 77.05 77.23

1 Note: The * indicates the approaches are re-
produced.

TABLE 10
Comparison with state-of-the-art methods on the Cityscapes dataset

Method Cityscapes
1/30(100) 1/8(372) 1/4(744)

SupOnly 56.36 66.59 69.13
AdvSeg [13] - 58.8 62.3
S4GAN [4] - 59.3 61.9

ECS [61] - 67.4 70.7
DMT [62] 54.8 63.0 -

CutMix [29] 55.7 65.8 68.3
ClassMix [63] 54.1 61.4 63.6

PseudoSeg [35] 61.0 69.8 72.4
DCC [52] - 69.7 72.7
CPS* [33] 61.52 73.82 74.02
AEL* [28] 64.36 73.95 75.72
ST* [18] 62.49 73.56 75.61

ST++* [18] 63.31 74.16 75.92
U2PL* [19] 64.17 74.23 76.47

CISC-R 66.89 75.89 77.65
1 Note: The * indicates the approaches are re-

produced.

Finally, qualitative semantic segmentation results ob-
tained by the proposed CISC-R approach are shown in Figs.
11, 12, and 13. Aiming to demonstrate the effectiveness of
our method more explicitly, we present the visualization
results for PASCAL VOC 2012 dataset, Cityscapes dataset,
and COCO dataset under 1/16, 1/30, and 1/128 partition
protocols, respectively. For PASCAL VOC 2012 dataset and
Cityscapes dataset, to better visualize the segmentation re-
sults, we take the predictions of the relevant method ST++
[18] as the baseline method for comparison. Since the ST++
[18] can be seen as a baseline stage-wise re-training method,

TABLE 11
Comparisons with state-of-the-art methods on COCO dataset. We use

DeeplabV3+ [55] and Xception-65 [57] for fair comparisons.

Method COCO
1/512(232) 1/256(463) 1/128(925)

SupOnly 22.9 28.0 33.6
PseudoSeg [35] 29.8 37.1 39.1

PC2Seg [53] 29.9 37.5 40.1
CISC-R 32.05 40.17 42.23
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we can better visualize the effectiveness of our proposed
pixel-wise rectification with this comparison. It can be seen
that our method can produce better segmentation predic-
tions than that of the baseline. Specifically, for the PASCAL
VOC 2012 dataset shown in Fig. 11, our CISC-R can predict
more complete constructions with accurate semantics for
diverse objects with cluttered backgrounds. In addition, for
the Cityscapes dataset shown in Fig. 12, we can observe that
the predicted regions are more consistent with smooth inter-
nal and finer boundaries. These visualization results further
demonstrate the effectiveness of our proposed method.

5 CONCLUSION

In this paper, we propose a cross-image semantic con-
sistency guided rectifying (CISC-R) approach for semi-
supervised semantic segmentation, which queries reliable
labeled images to rectify the pseudo labels of unlabeled
images. Specifically, we explore the semantic relationships
between the labeled images and the unlabeled images
and generate corresponding CISC maps, which reveals the
highly probable regions of the unlabeled images belonging
to the shared class with the labeled images. The CISC maps
then provide reliable pixel-level rectifications for the pseudo
labels. In addition, we design a CISC-based image selecting
method to select appropriate labeled images for querying.
Finally, this image selecting method is further employed to
select and prioritize reliable unlabeled images for stage-wise
re-training. Our proposed approach achieves new state-of-
the-art results on both PASCAL VOC 2012 and Cityscapes
datasets.

In our future work, we will explore the potential capacity
of the CISC-R approach to deal with extremely unreliable
unlabeled images. In addition, datasets with a large number
of classes and unbalanced distributions are both challenging
problems to be solved. We also believe that our approach
should be able to handle weakly-supervised learning appli-
cations such as weakly-supervised semantic segmentation,
which we would like to explore in the future.
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